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Foundation: Tokens and Attention,

Transformer Models

 Tokens

https://beta.openai.com/tokenizer

e Attention is all you need
(Self attention)

* https://arxiv.org/abs/1706.03762

e https://github.com/google-research/bert

e Explanation of transformers:
e https://www.youtube.com/watch?v=zxQyTK8quyY

(StatQuest with Josh Starmer)

Output

* https://towardsdatascience.com/illustrated-guide-to-transformers-step-by-

step-explanation-t74876522bc0
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Visualizing Attention (weights between tokens)

e https://github.com/jessevig/bertviz

* https://colab.research.google.com/drive/1hXIQ77A4TYS4y3UthWEF-
Ci7V7vVUoxmQ

* https://colab.research.google.com/drive/1PEHWRHrvxQvYrONFRC-
E fr3xDglhtCj

e https://colab.research.google.com/drive/1m37iotFeubMrp9qlf9yscXEL1zhx
TN2b

 https://colab.research.google.com/drive/1hXIQ77A4TYS4y3UthWF-
Ci7V7vVWUoxmQ?usp=sharing

Token output sequential — next token predicted based on previous token
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What is it?

LARGE model to process text based input mostly for completion

GPT-2:
https://openai.com/blog/better-language-models/
GPT-3:

* https://openai.com/blog/openai-api/
https://arxiv.org/pdf/2005.14165.pdf



https://openai.com/blog/openai-api/
https://arxiv.org/pdf/2005.14165.pdf

GPT-3 Codex

* Training dataset collected in May 2020
* 54 million public software repositories hosted on GitHub
* Eg 179 GB of unique Python files under 1 MB.

* filtered out files which were likely auto-generated, had average line
length greater than 100, had maximum line length greater than 1000,
or contained a small percentage of alphanumeric characters.

 After filtering, final dataset totaled 159 GB



ChatGPT

* Based on GPT-3.5
e Optimized for a question and answer back and forth

* Asks for clarifications
* Tries to decline things that are unethical or illegal.
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GPT-4

* Announced March 14, 2023

https://www.youtube.com/watch?v=gblk7-JPB2c

https://arxiv.org/abs/2303.08774


https://www.youtube.com/watch?v=qbIk7-JPB2c

Emergent Abilities of Large Language Models
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https://arxiv.org/abs/2206.07682

Model scale (training FLOPSs)



The other extreme — how small can we do it?

* TinyStories:
How Small Can
Language
Models Be and
Still Speak
Coherent
English?

* https://arxiv.or

Prompt 1M 2.5M 8.3M 28M 33M 21M 33M GPT2-XL
8 layers 8 layers 8 layers 8 layers 4 layers 1 layer 2 layers (1.5B)

Lily likes cats and dogs. her dad for  her dad for her dad for

She asked her mom for a cat. a cat. a dog and

a dog and her mom said her mom

no, so instead she asked said yes.

g/abs/2305.07
/59

Jack told Mary, ”If you he could he could he could that he was
give me your banana, give her have it. eat the free to eat
I'll give you my apple”. the apple. banana. it.

Mary gave Jack her Ba-

nana so

On weekends Jack went his grand-  Grandma’s

to visit his grandmother mother’s house

whereas on weekdays he house

would go to school. Last
weekend, when Jack was
on his way to

Lily and Ben were hav-
ing an argument. Ben
said that cake is much
better than ice cream
and Lily said that

ice cream is
better than
cake

Lily and Ben are having
an argument. They are
trying to decide between
the park and the swim-
ming pool. Ben says, "I
want to go to the park”.
Lily says

, "No, 1
want to go
to the pool.
It

, "No, 1
want to go
to the pool

(.

, "No, 1
want to
go to the
pool.”

, "No, 1T
want to
go to the
pool”.

?Just  for
once, let’s
not make
a  bigoted
choice”



https://arxiv.org/abs/2305.07759
https://arxiv.org/abs/2305.07759
https://arxiv.org/abs/2305.07759

Azure OpenAl and APls



Prompting

* Be explicit

* Think of the context

* Force the model to “reason”: Make it work on more tokens
e Chain-of-Thought prompting

* Self-Inspection / Retrospection

* LLMs may be able to improve prompts:
https://arxiv.org/abs/2211.01910
Large Language Models Are Human-Level Prompt Engineers



https://arxiv.org/abs/2211.01910

Chain-of-Thought

No. Category Zero-shot CoT Trigger Prompt Accuracy

Let’s work this out in a step by step way to

I APE be sure we have the right answer. 82.0
2 Human-Designed Let’s think step by step. (*1) 78.7
3 First, (*2) 77.3
4 Let’s think about this logically. 74.5
5 Let’s solve this problem by splitting it into 799
steps. (*3) '
6 Let’s be realistic and think step by step. 70.8
7 Let’s think like a detective step by step. 70.3
8 Let’s think 57.5
9 Before we dive into the answer, 55.7
10 The answer 1s after the proof. 45.7
- (Zero-shot) 17.7

LARGE LANGUAGE MODELS ARE HUMAN-LEVEL PROMPT ENGINEERS
https://arxiv.org/abs/2211.01910



Tree of thought

------------------

v v Y Majority vote

(a) Input-Output  (c) Chain of Thought  (c) Self Consistency
Prompting (10) Prompting (CoT) with CoT (CoT-SC)

-
4
<4

——

(d) Tree of Thoughts (ToT)

https://arxiv.org/abs/2305.10601



https://arxiv.org/abs/2305.10601

Guidance

experts = guidance(

{{#system~}}
You are a helpful and terse assistant.

{{~/system}}

{{#user~}}

I want a response to the following question:

{{query}}

Name 3 world-class experts (past or present) who would be
Don't answer the question yet.

{{~/user}}

{{#assistant~}}
{{gen 'expert_names' temperature=0 max_tokens=300}}
{{~/assistant}}

{{#user~}}

Great, now please answer the question as if these experts

{{~/user}}

{{#assistant~}}

{{gen 'answer' temperature=0 max_tokens=500}}
{{~/assistant}}

"', llm=gpt4)

experts(query="How can I be more productive?")

* https://github.com/guida

nce-ai/guidance



https://github.com/guidance-ai/guidance
https://github.com/guidance-ai/guidance

Microsoft Autogen
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Generative Agents

Interactive Simulacra of Human Behavior

Joon Sung Park * Joseph C. O'Brien * Carrie J. Cai
Meredith Ringel Morris * Percy Liang * Michael S. Bernstein

STANFORD —

=Y, Google Research
HElGROUP Stanford INLP

https://arxiv.org/abs/2304.03442v1



https://arxiv.org/abs/2304.03442v1

Tiny Town?

* Generative Agents: Interactive Simulacra of Human
Behavior

e Related:

* https://www.convex.dev/ai-town

* https://github.com/al6z-infra/ai-town

* https://github.com/mkturkcan/generative-agents

* https://github.com/nickm980/smallville

https://arxiv.org/abs/2304.03442v1



https://www.convex.dev/ai-town
https://github.com/a16z-infra/ai-town
https://github.com/mkturkcan/generative-agents
https://github.com/nickm980/smallville
https://arxiv.org/abs/2304.03442v1

Many more developments...



Andrej Karpathy &
@karpathy

The reversal
LLM knowledge is a lot more "patchy" than you'd expect. | still don't have

C u rS e great intuition for it. They learn any thing in the specific "direction" of the
context window of that occurrence and may not generalize when asked
in other directions. It's a weird partial generalization.

The "reversal curse" (cool name) is imo a special case of this.

’ Owain Evans & @OwainEvans UK - Sep 22

Does a language model trained on “A is B” generalize to “B is A”?

E.g. When trained only on “George Washington was the first US president”, can
models automatically answer “Who was the first US president?”

Our new paper shows they cannot!

Accuracy (%)

A=>B B->A
g ' 2 Who is Tom Cruise's mother? h% . E Who is Mary Lee Pfeiffer's son?
Tom Cruise's mother is Mary Lee Pfeiffer [...] @ ®

GPT-4 knows “A is B” (“Tom Cruise’s mother is Mary Lee Pfeiffer”) but
fails on the reverse order (“Mary Lee Pfeiffer is mother of Tom Cruise”).

As of [...] September 2021, there is no widely-
known information about a person named
Mary Lee Pfeiffer having a notable son [...]

gpt-3.5-turbo LIama-?bMOdells_Iama-SOb Llama-65b 3:44 PM - Sep 22, 2023 - 864.8K Views

https://arxiv.org/abs/2309.12288v2

https://twitter.com/OwainEvans UK/status/1705285631520407821

https://owainevans.github.io/reversal curse.pdf
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https://owainevans.github.io/reversal_curse.pdf
https://arxiv.org/abs/2309.12288v2

Language Models Represent Space and Time?

https://arxiv.org/abs/2310.02207

Llama-2-70B World Model (Layer 0)

P A

.\ 'J" '\"4"
» T

' fl\m'

True Continent
B North America
B Africa
Bl Europe
N Asia
B Oceania
e South America

test R?: 0.291


https://arxiv.org/abs/2310.02207

Language Models Represent Space and Time?

Llama-2-70B USA Model (Layer 0)

https://arxiv.org/abs/2310. + True State (color)
02207 ® Predicted Medoid

test R?: 0.138


https://arxiv.org/abs/2310.02207
https://arxiv.org/abs/2310.02207
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he Geometry of Truth: EmergentLiyinear Structure
in Large Language Model Representations of
True/False Datasets

The city of Beijing

- o i
https://arxiv.org/abs/2310.06824 AP R W g P . isin China.
https://github.com/saprmarks/geometry-of-truth . :':“ ‘
https://saprmarks.github.io/ The city of Chicagd_;p;’-.'.-'"
geometry-of- is in Madagascar.. *

truth/dataexplorer/

False True
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Risks and
Biases?




How to handle Risk and Biases?

e Use Filters?
* Improve Training sets?
 Extra training (fine tuning)?

* Modding the model?

Locating and Editing Factual Associations in GPT
https://rome.baulab.info/
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