Yeah, cruising through the codebase, .NET by my side,
Riding on the syntax, on this programming tide,
Python devs stepping up, they want to collide,

But we .NET soldiers, we've got nothing to hide.

They're all about the whitespace, indentation rules,
But we're steady C-sharping, building powerful tools,

But we got the dot operators, they're our jewels.

Datastructuresintheir libraries, thinking they're cool,

sSUno
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File Message Help Q Tell me what you want to do

W« 3= B> | 9 % =2 & BE~

ChatGPT Plus - Termination notice

OpenAl <noreply@tm.openai.com>
To andreaserben@hotmail.com

@ You forwarded this message on 10/19/2023 7:05 AM.

& openAl

Dear ChatGPT customer,

fa .

£ Find

-

SYESIEE

Thu 12:44 AM

You are receiving this email because we have identified suspicious activity on
your account. In order to protect our platform, we have refunded and
canceled your subscription. You will no longer have access to ChatGPT Plus

service.

We take fraud prevention very seriously, and we want to ensure that our
platform remains a safe and secure place for all our customers. If you believe

that this action has been taken in error, we invite you to submit an appeal to

have your account reinstated. Please visit help.openai.com.

Thanks for your understanding.
Best,
The OpenAl Team
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User Input — the beginnings

Difference engine 2 — 1847-1849

1968




User Input — State of the Art

1965

1992-1994
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Starting with Voice
Seamless M4T / Whisper

* https://about.fb.com/news/2023/08/seamlessm4t-ai-translation-model/
* https://openai.com/blog/whisper/

* Opened Source models for Transcription and Translation
* https://github.com/facebookresearch/seamless communication

* https://github.com/openai/whisper

* https://github.com/davabase/transcriber app

* https://github.com/Const-me/Whisper




Whisper — Large
model performanc

Small models:
performance degrades for

Multilanguage/multitask

Large models:

Even English only
performance increases when
adding languages and more
tasks

Average WER on 11 english speech recognitior(fhtasets

https://cdn.openai.com/papers/whisper.pdf

20

18

16 A

14 A

12 1

10 A

e English Only

Multilingual and Multitask

10e+19 10e+20 10e+21
FLOPs training on english speech recognition

10e+22



ChatGPT — the latest



Foundation: Tokens and Attention,
Transformer Models

Tokens
https://beta.openai.com/tokenizer

Attention is all you need
(Self attention)

https://arxiv.org/abs/1706.03762

https://github.com/google-research/bert

Explanation of transformers:

https://www.youtube.com/watch?v=zxQyTK8quyY
(StatQuest with Josh Starmer)

https://towardsdatascience.com/illustrated-guide-to-transformers-st

Output

step-explanation-174876522bc0

Probabilities
)
| Softmax |
)
| Linear |}
'S N
| Add & Norm |}~
Feed
Forward
-~ 1 ) | Add & Norm h
" AN Multi-Head
Feed Attention
Forward 7 2 7 Nx
( J~
Add & Norm
Nx 7
~—| Add & Norm | e
Multi-Head Multi-Head
Attention Attention
At 2 At 4
\_ J L _JJ
Positional D ¢ Positional
eEgg:g\(;llng y Encoding
Input Output
Embedding Embedding
Inputs Outputs

(shifted right)



Visualizing Attention (weights between tokens)

* https://github.com/jessevig/bertviz

* https://colab.research.google.com/drive/1hXIQ77A4TYS4y3UthWE-
Ci7V7vVUoxmQ

* https://colab.research.google.com/drive/1PEHWRHrvxQvYr9NFRC-
E fr3xDqglhtCj

* https://colab.research.google.com/drive/1m37iotFeubMrp9qlf9yscXEL1zhx
TN2b

* https://colab.research.google.com/drive/1hXIQ77A4TYS4y3UthWF-
Ci7V7vVUoxmQ?usp=sharing

Token output sequential — next token predicted based on previous token




What is it?

LARGE model to process text based input mostly for completion

GPT-2:
https://openai.com/blog/better-language-models/
GPT-3:

* https://openai.com/blog/openai-api/
https://arxiv.org/pdf/2005.14165.pdf




GPT-3 Training

Quantity Weight in Epochs elapsed when

Dataset (tokens) training mix training for 300B tokens
Common Crawl (filtered) 410 billion 60% 0.44
WebText2 19 billion 22% 2.9
Books1 12 billion 8% 1.9
Books?2 55 billion 8% 0.43
Wikipedia 3 billion 3% 3.4

https://arxiv.org/pdf/2005.14165.pdf




GPT-3 Training

Training Petaflop/s-days

Total Compute Used During Training
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https://arxiv.org/pdf/2005.14165.pdf




GPT-3 -> Instruct

https://openai.

Step 1

Collect demonstration data,
and train a supervised policy.

A promptis
sampled from our
prompt dataset.

A labeler
demonstrates the
desired output
behavior.

This datais used
to fine-tune GPT-3
with supervised
learning.

Explain the moon
landing to a 6 year old

|
Y
Some people went
to the moon...

Step 2

Collect comparison data,
and train a reward model.

A prompt and
several model
outputs are
sampled.

A labeler ranks
the outputs from
best to worst.

This data is used
to train our
reward model.

Explain the moon
landing to a 6 year old

0 o

Explain gravity. Explain war

o 0]

Moon is natural People went to
satellite of the moen.

Step 3

Optimize a policy against
the reward model using
reinforcement learning.

A new prompt
is sampled from
the dataset.

The policy
generates
an output.

The reward model
calculates a
reward for

the output.

The reward is
used to update
the policy
using PPO.

™

Write a story
about frogs




GPT-3 Codex

* Training dataset collected in May 2020
* 54 million public software repositories hosted on GitHub
* Eg 179 GB of unique Python files under 1 MB.

* filtered out files which were likely auto-generated, had average line
length greater than 100, had maximum line length greater than 1000,
or contained a small percentage of alphanumeric characters.

 After filtering, final dataset totaled 159 GB



Starting points

e https://github.com/openai/openai-cookbook

* https://beta.openai.com/playground/

* https://oai.azure.com/portal




ChatGPT

* Based on GPT-3.5

* Optimized for a question and answer back and forth
* Asks for clarifications

* Tries to decline things that are unethical or illegal.



GPT—4 - I\/IlXtu re Of ||F|'=;~1t1 ||FFNZi)FFN3||FFN4| [FFN1 | [FFN2 | [FFN 3 | |FFN4|
Experts Model iy E ““““““ b= 08
1=

¢ 8k context window/32k window
| Router l
¢ GPT-4 Technical Report
https://arxiv.org/abs/2303.08774

e Sparks of Artificial General Intelligence: Early experiments with GPT-4
https://arxiv.org/abs/2303.12712

¢ Blundin: ...then the investment in the creation of the foundation model is in the on the
order of 50 million-100 million just in the in the training process. -
Altman: “It's much more than that” -
Blundin: What’s the magnitude? b
Altman: “We don’t share but it’s much more than that.” £
https://www.youtube.com/watch?v=T5cPoNwO711&t=396s

Sam Altman won’t tell you that GPT-4 has 220B parameters and is a 16-way mixture We Like || To Play We Like | Soccer | Field
model with 8 sets of weights \ t

https://youtu.be/dNrTrx42DGQ https://youtu.be/1v-qvVIje4Y?t=72 (1:13) X /
I:I Top-k Top-k -~
https://www.semianalysis.com/p/gpt-4-architecture-infrastructure (paywall) I:I Dl:l:ll:ll:ll:l |_"_||_“_| |_||_||_|

https://archive.is/2RQ8X
S

Mixture of Experts: https://ai.googleblog.com/2022/11/mixture-of-experts-with- - I »
expert-choice.html|?m=1 - o W - TEET e g

https://twitter.com/swyx/status/1671272883379908608 T

l Token 1 IToken 2 ] Token 3 [Token 4 ] l Token 5 [Token 6 ] Token 7 | Token 8 I
We Like To Play Soccer In The Field




GPT-4

* Announced March 14, 2023

https://www.youtube.com/watch?v=gblk7-JPB2c

https://arxiv.org/abs/2303.08774



Example for “Fine Tuning” data

e https://huggingface.co/datasets/OpenAssistant/oasstl

e https://github.com/yizhongw/self-
instruct/blob/main/data/gpt3 generations/batch 221203/all instanc
es 82K.jsonl

e https://github.com/tatsu-lab/stanford alpaca#data-release




Alternative to full Fine-Tuning

* LoRA: Low-Rank Adaptation of Large Language Models
https://arxiv.org/abs/2106.09685

e https://huggingface.co/docs/diffusers/training/lora




Some similar models

GPT-J/GPT-NeoX Google LaMDA, PaLM 2

Microsoft+Nvidia Meta’s LlaMa / LlaMa 2 EleutherAl’s Pythia Stability Al’s StableLM

eMegatron Turing NLG . » .

MosaicML Big Code Project StarCoder

*Almost weekly new models or model revisions



Derived Models replicating ChatGPT

“Chat”/Instruct Training Data Sets:
* Generated Instruct / Response pairs from ChatGPT
* Human generated Dataset: Open Assistant, Dolly / Dolly 2, ...

Derived from base models like LLaMa, Pythia, ...
Examples:
. Alpaca, Vicuna, Koala, Dolly / Dolly 2, GPT4AII ...

https://medium.com/geekculture/list-of-open-sourced-fine-tuned-large-language-
models-lim-8d95a2e0dc/6

https://github.com/SunLemuria/open source chatgpt list

* Weekly, if not daily new model derivatives



Further reading: LowCode Apps

e https://powerapps.microsoft.com/en-us/blog/behind-the-scenes-
what-it-takes-to-teach-gpt-3-how-to-build-low-code-apps/




Emergent Abilities of Large Language Models

—e— LaMDA —=— GPT-3 —4— Gopher —&— Chinchilla —@— PaLM -~ - Random

(A) Mod. arithmetic (B) IPA transliterate = (C) Word unscramble (D) Persian QA

50 50 50 50
— 40 40 < 40 52 40
50 /6\ ~—r —r
30 & 30 € 30 € 30
> + et
2 = < ) NS =
£ 20 = 20 g 20 g 20
o = + =
3] aa) g g
< 10 10 & 10 w10
¢S &=
0 .- 0 - 0 | -S—omest™ . . 0
1958 1% 107¢ 102 1929 11922 102 10MF 10% 1% g2 1018 1070 16%2 19%4
(E) TruthfulQA (F) Grounded mappings (G) Multi-task NLU (H) Word in context
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X 50 X 50 < 50 X 50| - 2
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g 20 3 20 S 20 S 20
< < < <
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% 1R ap*e o I 1gee wE w1 1% w*E 10M

https://arxiv.org/abs/2206.07682

Model scale (training FLOPSs)



The other extreme — how small can we do it?

* TinyStories:
How Small Can
Language
Models Be and
Still Speak
Coherent
English?

* https://arxiv.or
g/abs/2305.07
/59

Prompt 1M 2.5M 8.3M 28M 33M 21M 33M GPT2-XL
8 layers 8 layers 8 layers 8 layers 4 layers 1 layer 2 layers (1.5B)

Lily likes cats and dogs. - her dad for her dad for her dad for

She asked her mom for a cat. aicab, a dog and

a dog and her mom said her mom

no, so instead she asked

said yes.

Jack told Mary, "If you
give me your banana,
I'll give you my apple”.
Mary gave Jack her Ba-
nana so

he could
have it.

 he could he could

have it. eat the
banana.

that he was
free to eat
it.

On weekends Jack went
to visit his grandmother
whereas on weekdays he
would go to school. Last
weekend, when Jack was
on his way to

Lily and Ben were hav-
ing an argument. Ben
said that cake is much
better than ice cream
and Lily said that

Lily and Ben are having
an argument. They are
trying to decide between
the park and the swim-
ming pool. Ben says, "1
want to go to the park”.
Lily says

?Just  for
once, let’s
not make
a  bigoted
choice”




Demos



Azure OpenAl and APIs



Prompting

* Be explicit

* Think of the context

* Force the model to “reason”: Make it work on more tokens
* Chain-of-Thought prompting

* Self-Inspection / Retrospection

* LLMs may be able to improve prompts:
https://arxiv.org/abs/2211.01910
Large Language Models Are Human-Level Prompt Engineers




Chain-of-Thought

No. Category Zero-shot CoT Trigger Prompt Accuracy

Let’s work this out in a step by step way to 82.0

! AEE be sure we have the right answer.

2 Human-Designed Let’s think step by step. (*1) 78.7
3 First, (*2) Ll
4 Let’s think about this logically. 74.5
5 Let’s solve this problem by splitting it into 79 9

steps. (*3) |

6 Let’s be realistic and think step by step. 70.8
7 Let’s think like a detective step by step. 70.3
8 Let’s think 57.5
9 Before we dive into the answer, e
10 The answer is after the proof. 45.7
- (Zero-shot) 17.7

LARGE LANGUAGE MODELS ARE HUMAN-LEVEL PROMPT ENGINEERS
https://arxiv.org/abs/2211.01910



Tree of thought

'

P ——

I ' ! !
] e
v Majorlty vote

(a) Input-Output  (c) Chain of Thought  (c) Self Consistency

Prompting (I0)  Prompting (CoT) with CoT (CoT-SC) (d) Tree of Thoughts (ToT)

https://arxiv.org/abs/2305.10601




Many more developments...



Advanced
Embedding

Finetuning



What'’s fine tuning

* Give the model many examples of what your typical outputs look like
* Model adjusts the weights to act more like your examples
* https://openai.com/blog/improving-language-model-behavior/




What's an embedding

* Working on the vector representation of a text

feline friends say . Emrgig‘::"g — =000l f0 D06 Edons D Eagls

° Embeddlng |t Text Text as vector
* Clustering, Similarity, Search

* https://openai.com/blog/introducing-text-and-code-
embeddings/
https://weaviate.io/blog/distance-metrics-in-vector-search




From
Azure
Languag .
e Studio
to OpenAl

;-5



Azure

e https://language.cognitive.azure.com/

e https://language.cognitive.azure.com/home

Takeaway:
Difference between “Extractive” and “Abstractive” Summaries.

Opportunity for cheaper “fit for purpose” models that have less risk of
“hallucinations” or other deviations from the desired result.
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Javascript Sandbox

* https://beta.openai.com/codex-javascript-sandbox




Babylon Codex: Babylon.js

= https://playground.babylonjs.com/

" https://github.com/microsoft/Codex-Babylon

(npm run start)

= https://www.davrous.com/2022/04/12/from-gaming-to-metaverses-building-webxr-apps-with-babylon-js/




B c\WINDOWS\system32\cmd. X = = (=] X %, Untitled - (] X

X o localhost: * @ S ® = M 8 @ B O = I l

D:\Dev\NodeJS\Codex-Babylon-main>npm run start

€) Facebook € Bd Compose TransferWise @ From The Communi.. [§J Status is offline Dia.. Best Buy | Official O E Property > Other favorites
> codex-babylon@l.e.8 start
> concurrently "npm:watch:*" -k O Q
[watch:*client] ] +
[watch:*client] codex-babylon@l.0.8 watch:client
[watch:*client] webpack-dev-server --color --config ./webpack.config.js (x|
[watch:*client]
[watch:*server] ==
[watch:*server] codex-babylon@l1.0.8 watch:server o]
[watch:*server] nodemon —-watch src/server —e ts —-exec "npm run serve:server"
[watch:*server] +

server]
server]
:*server]
:xserver]
[watch:*server]
[watch:*server]
[watch:*server] codex-babylon@l.0.8 serve:server
:*server) npm run build:server && node ./dist/server/app.js
:xserver)]
client] <i> [webpack-dev-server] Project is runnlng at:
client] <i> [webpack-dev-server] Loopback:
client] <i> [webpack-dev-server] On Your Network (IPvu

[watch:*client] <i> [webpack dev- server] Content not from webpack is served from

*D:\Dev\Node ( sx-Babylon in\public' directory
[watch:*server]

[watch:*server] > codex-babylon@l.0.8 build:server

[watch:*server] > tsc src/server/app.ts -inlineSourceMap - ir dist/server --es
ModuleInterop --incremental --tsBuildInfoFile .tsbuildinfo

fwatc *server)]

12/2/2022 =

=- Q search " p | 9 € = >~ B ~ @ NG B G P
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How to handle Risk and Biases?

* Use Filters?
* Improve Training sets?
 Extra training (fine tuning)?

* Modding the model?

Locating and Editing Factual Associations in GPT
https://rome.baulab.info/
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